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Abstract This paper outlines a study into the effects of
co-location (the term ‘co-location’ is used throughout to
refer to the co-location of haptic and visual sensory
modes, except where otherwise specified) of haptic and
visual sensory modes in VR simulations. The study
hypothesis is that co-location of these sensory modes
will lead to improved task performance within a VR
environment. Technical challenges and technological
limitations are outlined prior to a description of the
implementation adopted for this study. Experiments
were conducted to evaluate the effect on user perfor-
mance of co-located haptics (force feedback) in a 3D
virtual environment. Results show that co-location is an
important factor, and when coupled with haptic feed-
back the performance of the user is greatly improved.
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1 Introduction

Presence is likely to be enhanced by multi-modal input:
in a virtual reality (VR) environment, the simulation of
additional sensory modes should consolidate our sense
of presence although this is with the proviso that all
simulated sensory modes accurately complement one
another (Dinh et al. 1999) Conflicting sensory cues are
liable to degrade the sense of presence. Research in VR
is currently dominated by simulation for the visual and
audio sensory modes. While this can be partly explained
by the dominance of these sensory modes in shaping our
experience of the world, there are also technological
reasons. The visual and audio sensory modes benefit

from a high availability of good quality display equip-
ment that, in combination with accurate and low-latency
tracking, allows the development of compelling simula-
tions, sufficient to induce a strong feeling of presence in
users. In many application areas it is likely that touch
can also be a compelling factor in presence (Durlach
et al. 2005; Frisoli et al. 2005; Loscos et al. 2004)
transforming a simulation from a world of ghosts to a
world of solid forms. Haptics does not refer to a singular
sensory apparatus, and can be considered to be com-
posed of a number of sensory and motor elements
though there is a degree of overlap among the tactile,
force-feedback and proprioceptive elements (Dinh et al.
1999; Hoffman 1998). The proprioceptive element can
consolidate visual cues of depth and spatial arrangement
in a simulated 3D environment (Hayward et al. 2004).
Other studies show that the addition of haptics can lead
to improved task performance (Hoffman 1998; Sallnäs
et al. 2000).

Ideally all simulated sensory cues should be co-loca-
ted—for example a sound-producing object should get
louder when it visually appears closer and sound should
be perceived to come from the same direction that we see
the object. Likewise, for haptics we should be able to feel
the edge of an object at precisely the location where we
see that edge. Precise co-location of haptics is, however,
technically harder to achieve than co-location of audio
and visual cues. This is primarily due to the greater
perceptual latitude when locating the source of a stim-
ulus via both audio and visual cues. The phenomenon
known as the ‘‘ventriloquism effect’’, whereby an audio
stimulus that is spatially close to a visual stimulus is
perceived to emanate from the location of the visual
stimulus (Jack and Thurlow 1973; Wallace et al. 2004)
has also been demonstrated for spatial dominance of
other sensory cues over audio cues (Caclin et al. 2002).
In other words, while we are to some degree tolerant of
inaccuracies in visual-audio co-location, this is not the
case for visual-haptic co-location.

A commonly-implemented compromise to co-loca-
tion is the use of visual markers to represent the haptic
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contact points. In the study described in this paper, a
small cone-shaped marker is used—this also provides an
indication of the orientation of the haptic contact. Other
studies have used cross-hairs to pinpoint the haptic
contact (e.g. Loscos et al. 2004) Because these markers
are visually rendered by the same graphics system as the
virtual environment, spatial correspondence is guaran-
teed—in other words, it will never be the case that the
visual marker is slightly offset from an object’s edge
when the haptic contact is felt (assuming that the haptic
collision detection algorithm is effective). In the current
study, such a setup is referred to as non-colocated
haptics.

For many applications it is possible for a non-colo-
cated interface to work well, with users adjusting quite
rapidly to the built-in spatial offset. However this is not
always the case. The proprioceptive element of the
haptic feedback is of diminished benefit in a non-colo-
cated setup, since there is an offset (albeit constant)
between the visual depth cues and those inferred from
haptic feedback. In this paper we present the results of a
comparative study of user performance when using co-
located haptic interaction versus non-colocated haptic
interaction. The specific tasks involved are designed to
test users’ spatial awareness of the simulated environ-
ment, and to discover if there is a benefit to visual-haptic
co-location. The following section reviews work relating
to the current paper. Section 3 discusses the problems of
implementing co-location in immersive VR systems.
Section 4 explains the set up and the measurements of
co-location. Section 5 presents the results of the exper-
iments.

2 Related work

Improving the efficiency, friendliness and ease of user
interaction with multimedia devices is one of the main
goals of research in human–computer interaction. In
early studies, it was demonstrated that direct manipula-
tion of objects improves user performance and system
usability for novice users (Shneiderman 1983). Further
development allowed the use of direct interaction for
example through tactile screens or portable devices
(Shneiderman 1997). The concept of direct manipulation
and direct interaction has been tried in virtual reality
(Cheng and Pulo 2003) and augmented reality (Hoffman
1998). The addition of passive haptics has also been
shown to enhance presence in VR (Meehan et al. 2001).
This confirms the importance of designing direct inter-
action in VR.

While desktop haptics is common (Sensable Tech-
nologies, http://www.sensable.com/) adding haptic
interaction in virtual reality is more challenging. A few
haptic systems have been developed to fit in immersive
environments (Loscos et al. 2004; Dettori et al. 2003;
Sato 2002). Desktop haptic devices have been used for
direct interaction with stereo-displayed applications, and
specific display devices have been created for that pur-

pose. However with these devices the hand and the de-
vice are masked by the display surface.

Several research studies have investigated the effect of
haptics and stereovision on systems similar to the Rea-
chin device (Reachin, http://www.reachin.se/) Arsenault
and Ware performed experiments demonstrating the
benefits of correct visual perspective and haptic feedback
on user performance in a spatial task (Arsenault and
Ware 2000) Also in the context of co-located haptics,
Bouguila et al. (2000) investigated calibration issues
between the visual and haptic modes in virtual envi-
ronments. This study also demonstrated an improve-
ment in users’ perception of depth when the interaction
is coupled with haptic feedback. Similarly, Wall et al.
(2002) showed that haptic feedback coupled with stereo
vision assists user performance in achieving tasks. Ernst
et al. (2000) demonstrated a benefit of haptic feedback in
the perception of surface orientation via texture. Ware
and Rose (1999) investigated the task of object rotation
in a virtual environment with reference to a variety of
factors. Among their findings was that displacement of
the visual representation of a real object (held in one
hand) by 60 cm led to a 35% slowdown in task com-
pletion time.

The notion of co-location of haptic and visual sen-
sory modes can also be considered in the more general
terms of sensory displacement. Experiments involving
the use of prisms to spatially offset visual information
can be traced to the work of nineteenth century psy-
chophysicists von Helmholtz (1867) and Stratton (1896)
Both noted that adaptation to the ‘‘shifting’’ of objects
in the field of view was achieved over a short period of
time for the simple task of reaching and touching an
object. The precise mechanisms involved in such visuo-
motor adaptation are still a matter of debate.

The experiments described in the current study do not
allow for such adaptation effects—we are instead inter-
ested in the ability of people to interact with a virtual
environment without a training phase. However, it is
notable that in some contexts visuo-motor adaptation
has not been observed to be total: Rolland et al. (1995)
describe a study using a head-mounted display that
significantly displaces the wearer’s viewpoint. While they
observed some adaptation of hand–eye co-ordination
during trials, performance did not reach baseline levels.

The aim of the current study is to demonstrate the
benefit of co-located haptic feedback for interactive
tasks in a virtual environment. While the studies de-
scribed in this section (Arsenault and Ware 2000; Bou-
guila et al. 2000; Wall et al. 2002; Ernst et al. 2000; Ware
and Rose 1999) point to benefits of co-location (and
costs of non-colocation) in specific contexts, the aim of
this current study is to investigate the benefit of co-
location across different classes of interactive task, using
both co-location and haptic feedback as control vari-
ables. Additionally, these studies all use an implemen-
tation that relies upon a reflection of a video monitor to
achieve co-location. Such a setup cannot be scaled up to
an immersive cave-like implementation. Although the
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current study is performed on a desktop setup, the larger
goal is to implement co-located haptics in an immersive
cave-like setting—this goal is achievable via a scaling-up
of the desktop setting implemented here.

In common with the studies described, the haptic
device feedback provided in the study described here is a
Phantom desktop force-feedback device, providing force
feedback and proprioceptive elements, but without any
tactile stimulus.

As discussed in the following section, co-location is
difficult to implement and may require specifically built
systems, thus we believe that it is important to show that
co-location is a significant factor for user performance.

3 Implementation issues for co-location in immersive
virtual reality

Various technical obstacles must be overcome in order
to successfully implement visual-haptic co-location in
immersive VR environments. Some issues associated
with depth perception are presented in (Bouguila et al.
2000). In this paper, we discuss the issues in a more
general context of using haptics with stereo displays in
VR. We have identified three broad classes of imple-
mentation problem for visual-haptic co-location: occlu-
sion, accommodation and calibration; we discuss these
problems in the following sections.

3.1 Occlusion

For screen-projection systems (as opposed to HMDs),
occlusion problems arise when we reach behind a dis-
played graphical object: instead of our hand being oc-
cluded by the object, the reverse is the case.

3.2 Accommodation

Accommodation, or focus, of the user’s eyes is an issue in
any stereoscopic display. While appropriate convergence
of the eyes can be elicited by adjusting the disparity of the
left and right stereo pair images according to the distance
of the displayed object from the eyes, accommodation is
determined by the distance to the display surface (Wann
et al. 1994). ForHMDs this distance tends to be both very
small and invariant, leading to a considerable decoupling
of accommodation and convergence (by contrast, when
viewing the real 3D world around us, there is a precise
correspondence between the accommodation and con-
vergence systems). This accommodation-vergence issue,
as well as its associated symptoms of visual fatigue, is less
significant with larger-screen 3D display systems, where
the eye-display separation is larger. However, if a real
object is introduced into the field of view (e.g. the contact
point of a haptic device) and is spatially co-located with a
virtual object, this gives rise to a perceptual disso-
nance—we can feel the object at our fingertip via haptic

feedback, but we cannot visually focus on both virtual
object and fingertip simultaneously. While there is no
simple technical solution to this problem, it can be miti-
gated by designing, where possible, haptic simulations to
locate haptic contact points close to the display surface.

3.3 Calibration

For visual-haptic co-location to be successfully imple-
mented, it is necessary to align the co-ordinate systems
of both these sensory modes as closely as possible. The
haptic device itself can normally be calibrated very
precisely. Once the base of a haptic device is positioned
and registered, tracking of the contact point can be
achieved with very high (sub-millimeter) accuracy. Er-
rors in calibration of haptic devices should normally be
insignificant in relation to other sources of error
(tracking and display).

In large-scale immersive environments (e.g. CAVEs),
the user must have their head tracked so that the viewing
point for the display can be continuously updated. In
this case, tracking errors will lead to incorrect visual
depth perception. For desktop environments, it is fea-
sible for the user of a system to position their eyes at the
appropriate viewing points for the left and right pro-
jections of the stereo display. In this case inadvertent
head movements will lead to incorrect visual perception
of the 3D location of objects. In either case, the mag-
nitude of 3D location errors is dependent on several
factors, all contributing to a decoupling of the visual and
haptic renderings:

• The magnitude of the disparity between projection
viewing points and eye positions.

• The position of the viewed object relative to the dis-
play screen.

• The position of the viewed object relative to the eye
position.

CRT display systems are liable to non-linearity in both
axes across the projection surface. Physical measure-
ments taken of a calibrated grid projected from such a
display system indicated errors of up to 1.2% of screen
width in some regions of the screen. This was in spite of
careful calibration of the CRT projector prior to mea-
surement. Such non-linearity can affect the perceived
position of a displayed object in all three axes.

4 Design of experiments

A series of experiments was designed to test the
hypothesis that co-location of the visual and haptic
sensory modes will lead to improved task performance
and enhanced sense of presence within a VR environ-
ment.

In order to evaluate the effect of co-location on user
performance, we designed three experiments to test if
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there is a benefit, in terms of enhanced spatial awareness
of the user, to be derived from co-location. The three
experiments each test a different aspect of spatial
awareness:

• Interaction accuracy: the ability to locate, move to
and touch an object in 3D space.

• Ease of manipulation: the ability to control the mo-
tion of an object in 3D space via physical contact.

• Agility: the ability to intercept or catch an object
moving through 3D space.

4.1 Equipment and calibration

The experiments were run on a PC with Pentium 4,
1.7 GHz processor and NVidia Quadro FX1100
graphics, displayed on a CRT monitor. The participants
wore CrystalEyes shutter glasses for stereo viewing.
Haptic interaction was provided with a Phantom
Desktop from Sensable technology (Sensable Technol-
ogies. http://www.sensable.com/) The Phantom device is
a force-reflecting interface and can thus affect the force
feedback and proprioceptive elements of haptic feed-
back. The workspace area of the device is
16 · 12 · 12 cm, appropriate for desktop interaction.
The Phantom was positioned to allow co-location and
the full workspace of the device. The interaction work-
space was between the screen and the participant, the
support being on the right hand side of the participant
(see Fig. 1).

For each participant there was a two-stage calibration
procedure. In the first stage, the participant was seated at
arms length from the monitor screen such that they were
looking directly at the centre of the screen. Eye-separa-
tion values used for the stereo rendering were then finely
adjusted to match those of the participant. This was
achieved by asking the participant to compare the depths
of rendered objects to real reference positions.

Positioning of the Phantom haptic device to allow co-
location formed the second stage of calibration. This
involved manually aligning the Phantom device work-
space with the virtual scene. This manual alignment was
finely tuned using the Phantom calibration program.

The interaction tasks were programmed using Ghost
SDK and OpenGL.

4.2 Task design

For each of the three tasks there are two independent
variables: co-location and haptic feedback. For co-
location, the Phantom is carefully positioned such that
the point of interaction on the Phantom coincides
visually with the point of contact in the 3D scene. For
non-colocation, visual markers indicate this point of
contact. When haptic feedback is turned off, the Phan-
tom is used as a 3D joystick. Thus there are four classes
of interaction:

• Co-located haptics
• Non-colocated haptics
• Co-location with no haptic feedback
• Non-colocation, no haptic feedback.

For all tasks, there are three levels of difficulty, with
increasing numbers of objects, more complex spatial
arrangement, and decreasing object size. For each trial,
the time taken to complete the task is measured.

The first task tests spatial accuracy. The participant is
required to touch, one by one in a given sequence, a set
of objects distributed in 3D space. Three levels of diffi-
culty are designed. On the first level objects are distrib-
uted on a plane parallel to the viewport. On the second
level, objects are distributed in 3D space, and their
number increased. On the third level, the number of
objects increases and their size is reduced. A screenshot
of the setup of this task for level 1 is shown in Fig. 2.
For each level, the time spent by the participant to
complete the task is measured.

The second task tests spatial manipulation. It in-
volves manipulating a ball through an environment
consisting of a sequence of objects, akin to moving it
through a maze. Again, three levels of difficulty were
designed, similar to the ones used for the task on spatial
accuracy. A screenshot of level 2 is shown in Fig. 3. For
each level, the time needed for the participant to
accomplish the task is measured.

The third task tests spatial response. Gravity is sim-
ulated and the participant must juggle objects in the
environment. The task stops when an object is dropped.

Fig. 1 Experiment set up Fig. 2 Spatial accuracy test, level 1
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Three levels were implemented, with an increased num-
ber of objects at each level. A screenshot of level 2 is
shown in Fig. 4. Time is measured from the beginning of
the task until the first dropped object.

4.3 Experiment procedure

A within-groups design was employed on a set of six
participants. All participants were male and technically-
literate, although none had experience of using haptic
interfaces. Each participant was given a verbal and
written description of the tasks. For the first task, this
was to touch each object in the environment in a pre-
defined colour-coded sequence, with the colour sequence
changing at each level. For the second task, the
instruction was to manipulate a ball such that it touched
each object in the environment, again in a colour-coded
sequence. For the third task, the participant was asked
to intercept each object as it fell, effectively juggling with
the objects.

The participant was then asked to sit at arm’s length
from the monitor. The system was calibrated (see Fig. 5)
for stereo adaptation and visual-haptic co-location. The
participant was asked to keep their head as still as
possible to maintain correct stereo and co-location. A
training period of a few minutes followed.

The tasks were then presented in the following order:
spatial accuracy, spatial manipulation, then spatial re-
sponse. The order of presentation of the different
interaction classes was designed such that any learning
effects would bias against our initial hypothesis—we
expected performance to be best when both haptic

feedback and co-location were implemented, and worst
when neither were implemented. Thus each task was
performed using the four interaction classes in the fol-
lowing order: co-located haptics; non-colocated haptics;
co-location with no haptic feedback; non-co-location
with no haptic feedback.

5 Results

All participants completed the set of tasks and times
were recorded. For the spatial response task, timing
stopped when the participant failed to intercept one of
the falling target objects. For the spatial accuracy and
spatial manipulation tasks, timing stopped when the last
object was touched. In some cases participants touched
the same object twice or an incorrect object (i.e. not the
next one in the sequence). In the former case this ap-
peared to be due to participants not being certain that
they had touched the target (thus they touched it again),
and in the latter case appeared to be accidental. In all
cases participants went on to successfully complete the
tasks.

The mean times for task completion are plotted in
Figs. 6, 7 and 8 for the different tasks. Error bars indi-
cate the standard deviation across the times recorded for
all participants. For Figs. 6 and 7 shorter time indicates
better performance (i.e. quicker completion of the spa-
tial accuracy and spatial manipulation tasks respec-
tively). For Fig. 8, longer time indicates better
performance (i.e. prolonged ability to respond quickly to
objects moving in 3D space).

While the graphs indicate a trend for all tasks of
better performance when interaction is via co-located
haptics, the error bars indicate substantial variance in
the recorded times.

For each of the tasks, results were analysed via two-
way related-measures ANOVA for each level of diffi-
culty. The levels of difficulty had been introduced to the
experiment to allow measurements at some appropriate
level (i.e. such that the tasks were neither trivially easy
nor impossible). Interactions among results from dif-

Fig. 3 Spatial manipulation, level 2

Fig. 4 Spatial response, level 2

Fig. 5 Experiment calibration
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ferent levels of difficulty were not of interest and in any
case it would be difficult to draw conclusions from this.
However, adding these additional tasks to the design
also has the negative effect of reducing the power of
results. This was accounted for in our analysis by the
Bonferroni method, thus each F-ratio computed by the
ANOVAs is then divided by 9 (the number of tasks).
This correction method is conservative, and lowers the
risk of Type I errors, although at the risk of introducing
Type II errors.

For the spatial accuracy task, completion times were
significantly improved (p < 0.05) by co-location at all
levels, while a marginal improvement (0.05 < p < 0.1)
was noted for the effect of haptic force feedback at levels

2 and 3 of the task. This suggests that for tasks requiring
accurate positioning, haptic feedback alone (i.e. when
unaccompanied by accurate proprioceptive feedback) is
of less benefit than having the accurate proprioception
provided by co-location (with or without haptic feed-
back).

The results for the spatial manipulation task (Fig. 7)
indicate a less pronounced effect, and this is borne out
by the lack of statistical significance in the data.

The spatial response task was almost impossible to
perform unless co-located haptic feedback is imple-
mented. Without co-located haptic feedback, the aver-
age time that participants managed to maintain the
juggling of objects was less than five seconds. However,
this observation is confirmed by statistically significant
results only for level 3 of the task, for which both co-
location and haptic feedback elicit a significant
(p < 0.05) improvement in task performance.

6 Conclusions

Previous studies have demonstrated the beneficial effect
of haptic feedback on task performance (Hoffman 1998;
Sallnäs et al. 2000). This study additionally indicates
that co-location is a significant factor in improving
interaction performance in a 3D environment, for tasks
requiring accuracy and rapid motion in user interaction.
The experiments described have been performed only in
a desktop setting with limitations in terms of tracking,
field of view, freedom of movement and the associated
loss of perceptual cues. However in spite of these limi-
tations and the low power of the experimental design
(mainly due to the small number of participants), sig-
nificant benefits for co-location have been demonstrated.
The spatial manipulation task produced no significant
effects—it is possibly the case that this type of ‘‘close
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control’’ is not benefited by co-location. It may have
been useful to measure the relationship between the
degree of control (e.g. mean distance maintained be-
tween haptic contact point and target) and task perfor-
mance.

The next step for this research is to extend it to a fully
immersive VE system equipped with a larger haptic de-
vice (Frisoli et al. 2005; Dettori et al. 2003; Sato 2002).
Head-tracking and a larger haptic workspace will allow
us to investigate more fully some of the implementation
problems described earlier. A more immersive system
will also enable a broader investigation incorporating
the impact of multi-sensory co-location on presence.
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